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Abstract— The Iterated Prisoner’s Dilemma (IPD) is a clas-
sic construct, used to explain the nature of cooperative/non-
cooperative behavior in society. One way to simulate the
iterated prisoner’s dilemma is with a genetic algorithm to
evolve the population of prisoner’s dilemma players to their
maximum potential. However, the limitations of computational
power are a large factor in the ability to run very large
simulations, and gather accurate and useful statistics. This
simulation is an obvious candidate for addressing problems
in parallel and distributed computing.

This paper will first demonstrate that a population of IPD
players will develop cooperation over successive generations.
This work is concerned with implementing a large simulation
of mobile IPD players, across a network of machines. We
present implementation considerations for such simulations
and the resulting impacts of parallelizing on the simulation.

Index Terms — distributed computing, genetic algo-
rithm, iterated prisoner’s dilemma

1. INTRODUCTION

The Iterated Prisoner’s Dilemma (IPD) game has been
used by computer scientists, biologists, and evolutionary
theorists to study evolution and cooperation theory. We
see examples of the prisoner’s dilemma in everyday life;
whenever we interact with someone else, we choose to
either act according to the “common good”, or selfishly.
On the highway, do we let the car in the right lane merge
in front of us, or do we speed up to prevent it? Allowing
the car to merge may make our trip slightly longer (or at
least it may seem this way). But what if, a short time later,
we find that we need to get in the next lane where that other
car presently is. The other driver is likely to think, “there’s
the car that let me merge onto the highway, so I’ll let him
in front of me”. Or perhaps, “there’s the car that sped up
to prevent me from merging”. The other driver is likely to
act accordingly. This is the basic concept of the iterated
prisoner’s dilemma. In fact, the strategy of “I’ll treat him
like he treated me last time” is a very successful one called
“tit-for-tat”. This paper focuses on simulating this game for
a large number of players, across a network of computers.

1.1. The Iterated Prisoner’s Dilemma

In game theory, the Prisoner’s Dilemma [1] is a classic
construct, used to explain the nature of cooperative/non-
cooperative behavior in society. It has even been used to
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model cooperation in open-source software development
[2]. In this game, two players meet and either cooperate
with each other, defect against each other, or have a mixed
outcome where one defects while the other cooperates.
Each player makes his choice at the same time. The
name comes from the story of two prisoners, each asked
separately to testify against the other. If they both refuse
to talk (and thus cooperate with each other), then both are
released. If they both agree to testify (defect) against the
other, they both will be convicted. One could testify against
the other, winning his freedom at the expense of the other
(cooperating) player.

Scoring is based on the outcome; a defecting player
scores five points against a cooperating player. Two players
who cooperate both do fairly well, scoring three points
each, while two defecting players both do poorly, scor-
ing only one point each. A player who cooperates with
a defecting player scores the worst, zero points in our
simulations. An extension of this is the iterated prisoner’s
dilemma (IPD), in which the game is played repeatedly [3],
over an entire population of individuals in a cellular space.
Each individual has a certain way of playing the game.
For example, one strategy is to defect every time. Another
player may cooperate all the time. Others may alternate
cooperation and defection, according to history. There are
thousands of possible strategies for a player. As can be
expected, the number of points that a player amasses will
vary greatly depending upon how successful the strategy
is.

Each member of the population plays another member at
random. After a certain number of individual games have
been played, the ones with high scores are allowed to breed
to make new players. These new players will have strategies
similar to those of the earlier players, with some possible
genetic mutations along the way, using the popular Genetic
Algorithm approach. The individuals with lower scores are
eliminated from the population, based on the concept of
survival of the fittest. A metric called the fitness ratio is
measured in how well a player plays the game. That is, we
rank the players according to their scores. This paradigm
gives a social scientist new insights into the dynamics of a
population over a region, since the players are mobile like
a group of people, or animals in the wild. A simulation
model was developed to enable studies into these insights
[4]. The simulation allows parameters to be changed, such
as the payoffs for each outcome.
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1.2. Problem Statement

This paper has several goals. First, we plan to demon-
strate that a population of IPD players, much like a group
of organisms, will develop cooperative behavior over suc-
cessive generations. In other words, cooperation with each
other will evolve. When populations are very large, the
demands are too much for a single machine to handle,
so using several networked machines becomes a necessity.
We discuss architectural and simulation issues in address-
ing large scale Iterated Prisoner’s Dilemma simulation
via distributed and parallel computing [5]. Additionally,
this paper looks at the issues of data-handling and other
resource utilization issues for these very large simulations,
for example, a population of 250,000 IPD players over 500
generations.

The next section will discuss the iterated prisoner’s
dilemma, followed by algorithmic issues with the genetic
algorithm. Section 3 explains the proposed solution, with
parallelization and communication issues. Section 4 ana-
lyzes our simulation, and section 5 presents our conclu-
sions.

2. BACKGROUND

In the IPD, one of the first challenges of creating a
simulation is how to represent a player’s way of playing the
game. For example, a player may always defect or always
cooperate. A player may choose to cooperate after someone
else cooperates. A player may cooperate only a set number
of times and defect the rest of the time. Or a player might
cooperate initially, then copy whatever move the opponent
made the previous time. These are but a few of the many
possible strategies that a player might have.

2.1. Finite State Machine and the Genetic Algorithm

In this simulation, we chose to represent a player’s
playing style (strategy) by using an eight state Finite
State Machine (FSM) [4]. The IPD allows each player
to remember the result of the last game played with any
other player in the simulation. Using this last outcome as
an input to the state machine, each state has four possible
outputs, according to the (Defect, Cooperate) moves made
by the two players: DD, DC, CD, and CC. That is, if the
player defects while opponent cooperates, then the input
is “DC” (see Figure 1). For each of these outputs, there
is a set response. For example, if a player were in stateS
from Figure 1, and the previous outcome with the opponent
was “DC”, then this player would cooperate (“C”), and the
state would change to whatever state the bottom right arrow
points to. Meanwhile, the opponent follows his own state
machine to determine whether to cooperate or defect. Our
players are not adaptive agents like others have studied [6],
but they do evolve over time [7].

Each of the eight states in the FSM has four paths
out, one for DD, DC, CD, and CC (respectively defect-
defect, defect-cooperate, cooperate-defect, and cooperate-
cooperate). Each FSM has a default action, what a player

will do when it runs into an opponent for which it has no
play history. This is randomly assigned, as is all of the
data, when the simulation begins. Every state requires the
path out of the state, along with what decision to make
(cooperate or defect). Since the amount of information is
small, the unique data used to represent the FSM is only
132 bits long. In genetic algorithm literature, we call this
a chromosome, since it defines our player much like DNA
defines an organism. Figure 2 depicts an example player’s
FSM. We see that the default for this particular player is to
cooperate, then move to state 5. From state 5, this player
will next move to state 1, 2 or 7, depending on the input
(two of the inputs lead to state 1).

Fig. 1. Single FSM State

Fig. 2. Player FSM Diagram

The simulation uses the genetic algorithm (GA) in an
attempt to breed the best IPD player. Each simulation
can have any number of generations. We stop gathering
information after a set number of generations (500 in
this study). During each generation, players are allowed
to wander randomly in the game space, a simulated area
where the players are randomly distributed. Each time they
encounter another player, they play the prisoner’s dilemma.
This mobility has been shown to be an interesting problem
when the players are sophisticated [4], [8]. At the end of
the generation, the scores are added up and averaged. The
lower than average players are destroyed. The better than
average players then become parents of new players.

59



A random bit of the FSM is chosen as thecrossover
point. Genes (or bits) from one parent are taken from one
side of the chosen crossover point. Genes from the other
parent are taken from the other side. The result is a new
FSM that is part one parent and part another. Once the
new FSM is created, a second process called mutation is
performed. Mutation goes through the new player’s FSM
and randomly toggles a gene (normally, about one out of
every twenty genes). This mutation process creates new
and interesting players. New players that mutate into higher
scoring players will be given the opportunity to reproduce
and create the next generation of players with similar
qualities. This is the crux of the GA. Mutation rates can
also serve as a variable in the simulation study, but are not
particularly addressed in this paper.

2.2. Overview of the Game

Our players will occupy simulated space, and move about
randomly. Whenever two players meet, they will play a
round of the prisoner’s dilemma. But they also remember
their previous encounters, requiring some memory issues
to be resolved. We simulate the space as an array, to make
things efficient.

The finite state machine works like a simple brain; each
player uses it to decide what to do. In fact, this state
machine provides the main differences between players
(aside from factors like location). When the time expires for
the current generation, the players pass along their FSMs
much like organisms pass along their DNA. Successful
players are more likely to pass along their winning genes
to the new generation, just like successful organisms.

The next section will discuss implementation issues in
more detail.

3. PROPOSED SOLUTION

One of the most complex data structures in the program
is the player list, basically a list of players that are on a
node. Bynodewe mean one of the computers used in our
simulation, where players randomly occupy a virtual space.
There are many limitations to the design of a data structure
for holding all the players on a node. First of all, storing
the players in any kind of linear array or list is inefficient.
For example, when the node searches for players occupying
the same simulate space, it looks for two players with the
same coordinates. If the node has to find all pairs of these
players, this process would haveO(N2) comparisons. For
efficiency, we implemented a dual-entry structure that keeps
both an array and a grid of player pointers [9].

3.1. Game History Data

Keeping track of a population on a node is only a small
portion of the storage requirements for a process node. The
bulk of the memory is used for storage of game outcomes.
Every player in the population is given 50 chances per
generation to play a new opponent. Knowing that it takes 4
bytes to represent a player ID (as an integer), it will take 8

bytes at the very least to represent one game history. This
means that at worst case for the same population, there
could be 95.4MB of just game history storage.

To be efficient and practical, a hash table was designed
for each player. The table has eight entries, where an entry
is a bucket of play histories. For example, player 25 needs
to know if it has played player 21 before and if so, what
the result was. The history list module would go to player
25’s hash table, take player 21’s ID modulo 8 (21 % 8
= 5) and go to bucket #5. The bucket is a simple linked
list. In the worst case, the bucket would have 50 players
in it. However, the average case would have only about 7
players, which is much better.

All development and the platform for this work was done
under Linux on an eight-node Beowulf cluster, connected
by a 100Mb-switched Ethernet hub. The nodes in this
cluster have Pentium II class processors running at 400MHz
and 128MB of RAM. On the software side, all the tools
used in the development, debugging, and testing phases
were GNU open source development tools.

3.2. Overview of the Simulation Software Suite

The simulation software was written completely using
standard ANSI C. For communication between process
nodes, standard Berkeley sockets and TCP/IP were used
[10]. Even though there are several architectures available
that facilitate doing distributed processing like Parallel Vir-
tual Machine (PVM) and Message Passing Interface (MPI),
we decided that the most straight forward and simplest
approach was to do all the data passing using sockets. This
was an attempt to cut down on any overhead that a library
like PVM or MPI might introduce. We recognize that using
MPI might have been a much easier solution to implement.
However, by implementing this using a standard such as
sockets, portability and functionality does not depend on
the existence of another library to operate properly.

3.3. Communication Implementation

To run a large scale application like this, we use parallel
and distributed computing [11]. Communication between
all processes in this simulation is done with UNIX sockets,
the standard way of sending data over the internet from
one machine to another. They are very portable, which
means that the simulation software can be compiled and run
on computers with different operating systems (i.e., BeOS,
FreeBSD, WIN32, and other various Intel based operating
systems).

Each program in the simulation suite uses a module
called thetransceiver, the lowest level of communication.
This prevents actual system level network code from clut-
tering up other portions of the software. The transceiver
implements a standard set of functions. All data in the sim-
ulation is passed as a series of “messages”. Messages have a
message identifier (MID) and a parameter identifier (PID).
If a program wants to know when it has received a certain
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message through the network from another computer, it
registers a callback for the MID it wants information about.

Messages are packed into a buffer before they are sent
across the network. The buffer has a header which contains
how many different messages are in the buffer and how long
(in bytes) the buffer is. For times when bulk data has to be
sent from one process to another, this feature is good for
keeping down the overhead of making kernel calls to the
network under-layer.

The transceiveralwayskeeps its own copy of any data
passed. This allows calls to the transceiver referencing stack
data to be made without concern that part of the stack will
go out of scope and lose that data. The advantage of this
approach is that the rest of the program never has to be
concerned with the actual IP address or port number that a
given simulation element is using for communication. This
is all taken care of in the transceiver.

3.4. Parallelized Simulation Flow

Each running program (process) is aware of where it is in
the simulation and who its neighboring process nodes are.
Anytime that a player randomly leaves a process node’s
area, that node will send the player and its play history to
the node in charge of the player’s new region. We use a
server to synchronize the simulation.

After one iteration of the game is finished, each player
is given the random chance to move one square in any
direction (i.e. alter their location coordinates), or to remain
in the present location. When a node receives a message
to immigrate, it searches its current list of its controlled
players and checks to see if any player moved outside of
its boundaries during the movement phase. If players are
found to be outside the boundaries, they are sent to the
appropriate node for handling.

The server needs to calculate the overall population
average for the purpose of killing off the lower than
average players. The server sends a request to update the
fitness of each node. Each node reports back with its
current average fitness and its total population size. The
server then calculates the overall fitness average taking into
consideration the weight of a more populated node. Next,
the server sends to all nodes the entire population’s fitness
average. Each node first goes through its population and
flags each player that is lower than average as “dead”. Then
each node randomly selects (node population / number
of process nodes) eligible parents, packages them into a
network message, and sends them to each process node.
This way, each process node now has a list of eligible
parents, which includes parents from every point in the
world. Then each process node goes through its list of
players and for every “dead” one, randomly selects two
eligible parents (from the top-scoring players) and creates
a new player. This is done using the crossover and mutation
algorithms (of the genetic algorithm) described earlier.

Level N Mean StDev
1 5 103.00 10.27
2 5 97.00 7.14
4 5 112.80 11.32
8 5 104.20 5.17

TABLE I

ANOVA FOR DISTRIBUTION ANALYSIS - ONE-WAY ANALYSIS OF

VARIANCE

4. SIMULATION ANALYSIS

The software developed was able to distribute a large-
scale iterated prisoner’s dilemma simulation. This section
will discuss the validity of the simulation, the overall
efficiency and architectural limitations.

4.1. Validity of the Distributed Simulation

To make sure that the distribution worked, we ran 20
simulations with 50,000 players each. We varied the num-
ber of processors, using 1, 2, 4, or 8 nodes. Our hypothesis
is that this simulation will produce the same outcome no
matter how many nodes contribute. This establishes that the
software accurately distributes the IPD.

To test this hypothesis, the “simulation outcome” was
defined as the generation at which the population reached
an average fitness value of 2.75 on the standard 0-5 scale,
25% away from complete mutual cooperation. Once these
statistics were gathered, a statistical package (Minitab)was
used to run an ANOVA (analysis of variance in Table I) to
test the hypothesis. It shows that for the number of nodes
in the study, for 5 runs each, that the mean generation to
achieve cooperation is consistent, regardless of the number
of nodes.

4.2. Performance of the Distributed Simulation

The overall performance of the distributed simulation
was gauged by how long it took to complete the cal-
culations required for one generation. The size of the
population being simulated and the number of contributing
processors in the simulation were the two main variables in
this performance measurement. The outcome of different
simulation sizes and different numbers of process nodes
was analyzed. The following graph (Figure 3) summa-
rizes the performance of the simulation for populations of
50,000, 200,000 and 300,000 players. There is no data for a
simulation with a population of 300,000 for only two or one
processors, since we found it to be too memory intensive
to work on less than three machines.

Figure 3 gives an overall performance for different
population sizes. As the number of computation nodes
increases, the generation time decreases. It is clear that
when reading the graph from right to left that at about four
processors, the addition of any more is not necessary. This
all has to do with the overhead involved in data movement
and simulation synchronization. Every extra node in the
simulation represents another process that the server has to
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communicate with every generation. This directly translates
into more overhead.

Fig. 3. Overall Performance Plot. Colors represent the population size:
dark blue = 50,000; pink = 100,000; yellow = 150,000; light blue =
200,000; purple = 250,000; and brown = 300,000

Fig. 4. Overall Performance Surface Plot

Figure 4 is a plot of the same data from Figure 3. This
representation shows the generation time as thez-axis of
a surface. The higher the surface elevation, the longer the
time it takes to calculate a generation. They-axis shows
the population sizes, in thousands.

4.3. Implementation Analysis

There were almost 100 complete simulations run during
the testing phase. Each of these simulations exhibited the
same general behavior. First, each population would start
out in the first generation by randomly making one of
the two decisions, creating an even distribution of games
resulting in DD, DC, CD, and CC. After the first generation,

there were significantly more games resulting in DD than
any other. This trend goes on for a while until almost
every game results in DD. Suddenly, the population starts
to cooperate and almost every game starts to result in CC.

An analysis of the phenomena is relatively straight for-
ward. During the first generation, each player is relying on
its randomly generated FSM to make decisions. At the end
of the first generation, the GA starts looking for the players
that have the highest fitness. In a random population with
no prior play history, the players with the highest fitness
will be the one that defects the most frequently, earning 5
points. The cooperating players are only making 3 points
at best, 0 at worst. This trend continues until the GA has
produced a population full of defectors.

Once the population is full of defectors, every cooperator
to evolve from a GA mutation will probably die. If a
cooperator just evolves next to a group of several defectors,
it will have no chance to score any points. Therefore, for
the overall trend to change from mutual defection to mutual
cooperation, a group of cooperators must form in proximity
of each other. A group of cooperators will start making
3 points per game whereas the rest of the population,
which is still defecting is only making 1. At the end of
that generation, those cooperators’ FSMs will be added
to the gene-pool for reproduction hopefully to make new
cooperators.

Figure 5 shows the overall trend of game decisions as
the generations progress. They-axis shows the number of
games played, in millions. The overall sum of the four
trends in the graph would be a smooth line across the
top and would represent the total number of games played
in each generation. Right around the 100th generation is
the breaking point where mutual cooperation evolves. The
trends for CD and DC are almost identical whereas the
trends for CC and DD are opposites.

4.4. Issues Encountered While Parallelizing the IPD

Transmitting data is very time consuming and therefore
added a lot of overhead to the simulation. We minimized
sending data as much as possible. For distributed simu-
lations of small population sizes, there was little to no
performance gain. In some cases, a performance penalty
was taken because of this.

Keeping process nodes busy is key. If a process node
spends all of its time waiting for another process node to
finish, there are a lot of wasted CPU cycles. Currently, the
simulation runs in a lab of homogeneous computers, which
all but eliminates the need to balance the simulation load.
There are some very rudimentary methods of benchmarking
a process node before it logs in. Upon login, the server
is given a number by a process node. This number is
calculated by each node, to determine how long it took to
perform a certain set of tasks. The server uses that number
compared to all the other nodes’ numbers and divides the
simulation accordingly.
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Fig. 5. Player Decision (Fitness) Trends. Pink shows defect/defect, yellow
shows defect/cooperate, black shows cooperate/cooperate, and light blue
shows cooperate/defect. The light blue line is almost completely covered
by the yellow line.

5. CONCLUSIONS

Overall, this experiment confirms that evolution of coop-
eration occurs in a simulation of mobile iterated prisoner’s
dilemma players, when the players are sufficiently complex
(as they are with an 8-stage finite state machine). As figure
5 shows, the randomly-initialized players tend to defect
against each other at the beginning. However, players who
evolve to cooperate with each other tend to dominate the
population after a certain time (about generation 100). The
players who defect against one-another do not completely
disappear, but represent less than 15% of the population.

This experiment was successful in achieving its main
objective, which was to distribute the IPD. After running a
series of tests on both simulation outcome and performance,
we conclude that the simulation is not altered by being
distributed. Interestingly, we found that there is no signif-
icant performance increase for large IPD population sizes
by adding more than three process nodes to the simulation
system. For simulations with smaller populations, there is
almost no performance gain whatsoever in the addition
of more than one process node to the simulation system.
This reflects the communications overhead, primarily due
to the process of opening and closing sockets. The com-
munications layer provided by the transceiver opens a new
system socket whenever data needs to be sent. Any future
implementation should use a more efficient transceiver, e.g.
using a call toselect() to provide updates. Fortunately,
any changes to the internals of the transceiver will be
transparent to the rest of the modules in the experiment.
Therefore, the communications bottleneck that we encoun-
tered can be greatly reduced. This simulation would be best
implemented on a multi-processor shared memory system.
In this environment, almost all communication between
processes would be eliminated, cutting down on most of

the distribution overhead.
The software has proven to be very stable and capable of

simulating large populations of IPD players without failure.
We demonstrated the evolution of cooperation among a
population of IPD players. That is, given a group of iterated
prisoner’s dilemma players with random (but possible very
complex) strategies, the genetic algorithm will adapt these
strategies over successive generations, until the majority of
interactions are mutual cooperations. This is much like a
population of organisms that develop behavior over time
that benefit the population as a whole, not just the indi-
viduals. For large populations, there comes a point where
running the simulation on a single computer is not feasible.
We showed that this simulation can be distributed on a
network.
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